EDITOR: Amir Dabirian, amir@fullerton.edu

DEPARTMENT: IT TRENDS

Large Language Models in Human Subject
Research, and the Presence of Idiosyncratic
Human Behaviors

Dionysios Demetis®, University of Hull, Hull, HU6 7RX, U.K.
Jeandri Robertson®, Luled University of Technology, Luled, 97187, Sweden and University of Cape Town, Cape

Town, 7700, South Africa

Andrew Flostrand®, Simon Fraser University, Burnaby, BC V5A 1S6, Canada

Caitlin Ferreira®, University of Cape Town, Cape Town, 7700, South Africa

Richard T. Watson ®, University of Georgia, Athens, GA 30602, USA

lan McCarthy®, Simon Fraser University, Burnaby, BC V5A 1S6, Canada and Luiss, Rome, 00197, Italy

Jan Kietzmann®, University of Victoria, Victoria, BC V8P 5C2, Canada and EGADE Business School, Tecnoldgico

de Monterrey, Santa Fe, 01389 Mexico City, Mexico

Leyland Pitt ®, Simon Fraser University Vancouver, BC V6C 1W6, Canada
Amir Dabirian®, California State University, Fullerton, CA, 92831, USA

Large language models (LLMs) not only mimic human language generally but
are also showing the ability to exhibit nuanced, idiosyncratic human behavior.
This could lead to the expanded use of LLMs in research and a diminution of the
influence of humans. It also has implications for Al alignment and the role of the

technology in society.

here has been much recent interest in the ex-
I tent to which large language models (LLMs)
exhibit general human-like attributes such as
personality and specific personality traits.? To what
extent, in simple terms, do generative artificial intelli-
gence (Al) tools such as ChatGPT, Grok and Gemini,
mimic human behavior? First, some simple definitions
of these terms are as follows:

> Alistechnology that enables machines to perform
tasks that typically require human intelligence,
such as learning, reasoning, or problem-solving.

> AnLLMis an Al system trained on vast amounts of
text to understand and generate human-like lan-
guage for tasks like answering questions or writing.
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> A generative Al tool is an Al system that creates
new content, such as text, images, or music, by
learning patterns from existing data.

These issues have been the focus of extensive
work by scholars in the recent past. Prior studies
have explored whether personality traits such as the
Big Five (openness, conscientiousness, extraversion,
agreeableness, and neuroticism) are present in LLMs,
and whether one or more of these is related to the
behaviors these models display.** However, less at-
tention has been devoted to exploring more sophisti-
cated human behaviors in LLMs, such as the “Clever
Hans effect,” the tendency to bluff or mislead,® and
identifying theory of mind ability in machines.” These
nuanced digital representations of human behavior
are important to explore because they help us to bet-
ter understand how LLMs that are capable of replicat-
ing human idiosyncrasies interact with us and each
other. Furthermore, observing LLMs in the context of
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psychological behavior helps us study their overall ca-
pabilities compared to merely focusing on their tech-
nical design, which allows us to use these systems
more effectively and better enables Al alignment.

We investigate the phenomenon of illusory supe-
riority, sometimes called the above average effect,
which is the tendency of people to overestimate
their own positive personal traits and heightened
abilities compared to others. Previous research sug-
gests that this term is the most apposite to describe
the propensity of humans to delude themselves into
thinking that they are superior to others with similar
characteristics, without evidence.® There are obvi-
ous downsides to illusory superiority. It can lead to
more risky behaviors, underestimation of the efforts
required for tasks, and a disregard for valuable in-
put from others. We explore whether the behavioral
phenomenon of illusory superiority persists when
human experts (in this study, skilled cybersecurity
practitioners) are replaced by abstracted humans,
either in the form of silicon personas inspired by real
humans (i.e., digitally represented personas through
LLMs created from their résumés, media interviews,
and direct correspondence) or fully simulated hu-
mans as digital simulacra (created merely by attrib-
uting descriptives such as education, job title, age,
and gender chosen by the LLM). We do this in the
cybersecurity setting, although cybersecurity is not
the focus of this article; we use it merely as an arena
for exploring the focal phenomena of the study (see
Flostrand et al.).”°

Our findings show a pronounced silicon-based
replication of the same illusory superiority observed
in humans. Interestingly, both sets of silicon-based
personas exhibit the human behavior in their re-
sponses, albeit at different magnitudes. Our analysis
suggests that both the digital representations of real
humans and the fully simulated silicon-based per-
sonas are slightly more restrained in displaying this
cognitive bias than real humans. This exploration
allows us to illustrate that even peculiar traits like
illusory superiority can be displayed in silicon partic-
ipants, and it raises significant questions into how
and to what extent human cognitive biases manifest
themselves in silicon environments. These findings
raise further questions about the computational ren-
dition of human behavior, and contrast human ver-
sus silicon-based experts in human subject studies
that rely on deep domain expertise like cybersecu-
rity. Critically, these findings permit us to evaluate
whether LLMs can serve as suitable replacements
for human subjects in research.

IT TRENDS

In academic research, a researcher wishing to inter-
view or survey humans must take a series of steps
to successfully execute a research program. These
include seeking approval from institutional review
boards, recruiting and screening interview partici-
pants, and transcribing and cleaning the resulting
data. These steps are time-intensive and costly and
are perceived by researchers as ancillary chores. Simi-
lar hurdles exist in industry as market researchers who
conduct surveys must also spend weeks or months
recruiting interview and survey participants and must
frequently contend with costly honoraria payments
and low-quality responses.

The emergence of LLMs has offered an alternative
way to achieve desired research outcomes. If LLMs
have high fidelity in replicating the vagaries and nu-
ances of human psychology, it has been suggested
that they may serve as viable replacement research
participants.® Given the nascency of this perspective,
however, little empirical work has been conducted on
whether the proposition of replacing human subjects
with LLMs is reasonable, and under what conditions
and research designs these Al models optimally repli-
cate human behavior.

The Delphi technique™ has been utilized as a sur-
vey-based research method for many years. It relies on
polling small groups of experts (in our case, organiza-
tional cybersecurity leaders) to achieve consensus on
a research topic and includes the process of feeding
back the mean findings of multiple survey rounds to
these experts. The participants become informed
about what a panel of their peers thinks about issues,
which they can then use for responding to questions
in a following round. We posited that the Delphi tech-
nigue in the cybersecurity setting would be an appro-
priate foray into investigating whether LLMs can re-
place human interviewees and their intricate human
behaviors. This is because of the need for the partic-
ipants to be deep domain experts in the field (adding
situational richness) and the expected complexities
arising from interactions between each participant
and the dynamic survey responses of their peers.

Indeed, the results show consistency in the pres-
ence of illusory superiority among first, real human ex-
perts; second, digitally represented versions of real hu-
man experts; and third, fully digital personas not based
on actual humans. Crucially, illusory superiority is ob-
served in both digital representations of real humans
and fully simulated humans not based on any real
person, although the effect is marginally dampened
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(Figure 1). Although this line of inquiry still requires
much empirical investigation, our study shows an
initial indication that LLMs have the potential to aug-
ment or perhaps even replace humans in some inter-
view or survey-based research. Figure 1 shows the re-
sults of our study.

Given this initial indication that LLMs have the capa-
bility to not only display general personality traits but
also subtle and idiosyncratic human behaviors such
as illusory superiority, we argue that a further explo-
ration of using these technologies for human subject
research is warranted. This development presents new
opportunities in fields such as social science, econom-
ics, and organizational research. First, in academic do-
mains such as psychology, economics, and marketing,
LLMs that can replace human subjects would offer sig-
nificant efficiencies and help conduct research more
quickly. Although ethics reviews through institutional
review boards will still provide important guardrails
to ensure that research is conducted in appropriate
settings and contexts (e.g., avoiding moral turpitude),
the lag in starting up research due to the current need
for manual and human review would be obviated. Cre-
ating silicon personas based on publicly available so-
cial media profiles and résumés would normally not

require ethics review at most institutions, allowing re-
searchers to start and execute their research program
expeditiously and in a cost-effective manner.

Second, using LLMs as interview and survey partic-
ipants would dramatically reduce the costs associated
with both qualitative and quantitative research stud-
ies as they would reduce the labor required to recruit
participants and the costs of paying honoraria. There
are additional benefits in implementing such a re-
search design as participant dropout would essential-
ly be eliminated, leading to more complete and richer
results. Incidentally, it has already been reported that
online survey and interview participants are increas-
ingly using LLMs to participate in research studies,”
which elicits the question, why don't researchers sim-
ply interrogate the LLMs directly? In fact, in the cor-
porate setting, it has been shown that ideation using
LLMs in some cases has generated better product
ideas than human effort alone.* Such a practice would
also enable academic and market researchers to dra-
matically increase sample sizes and, assuming that
LLM consistency with human responses holds across
a diverse set of industries and problem domains, it
could lead to more impactful research findings.

Finally, a positive externality at the societal lev-
el arising from the aforementioned opportunities is
improved access to high-quality data for researchers
in less resource-rich or underdeveloped parts of the

Degree of Illusory Superiority Between Human Experts, Digital
Representations of Human Experts, and Fully Simulated Humans
(% of respondents stating they are better prepared for cybersecurity
attacks than their peers)
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FIGURE 1. A comparison of the presence of illusory superiority among 1) human experts, 2) digital representations of human

experts, and 3) fully digitally simulated personas not based on any person. The y-axis denotes the percentage of respondents

(organizational cybersecurity leaders such as chief security or chief information officers) who believe that they are better

prepared to handle a potential cybersecurity attack. The x-axis indicates specific cybersecurity attack types: quarter 1 (Q1)

distributed denial of service, Q2 (strategic data breaches), Q3 (personal data breaches), Q4 (ransomware), Q5 (phishing), Q6

(business e-mail compromise), Q7 (malware), and Q8 (insider attacks) (from Flostrand et al.).”
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world. A notable disparity exists in research quality
between Western countries and much of the rest of
the world, in part due to the prohibitive costs of do-
ing the types of research that are published in premier
journals. Researchers from countries that are typical-
ly underrepresented in these journals could leverage
LLMs to conduct social science and economics re-
search that has a better chance of meeting the meth-
odological standards of these publication outlets.

Although the prospect of replacing human subjects in
research with LLMs appears to present a fruitful ave-
nue for further investigation, we note several risks that
could arise with this practice. The first is related to the
Delphi research technique that we chose. Although we
contend that it is an ideal approach to uncovering the
suitability of using LLMs to test the complex nature of
the human condition, it may not be representative of a
broad suite of research techniques. There have been nu-
merous reports that LLMs seem to be good candidates
in mimicking human subjects in other research designs
including surveys and netnographies,' yet there are
also conflicting reports that the practice can lead to a
homogenization of responses, hurting response diversi-
ty!® The boundary conditions of when the use of LLMs
in replacing human subjects is a good strategy are cur-
rently unclear, and substantial technical and empirical
work must still be conducted to define the settings and
contexts under which such a strategy would character-
ize an appropriate research design.

Second, there currently exists a fundamental, phil-
osophical disconnect between what we expect com-
puters to do, and what we might expect from silicon
respondents. Nearly all of computing since its incep-
tion has been predicated on streamlining and refining
predictable outputs given a set of inputs and instruc-
tions (known as idempotency). Yet, LLMs and other
modern Al models are necessarily different in that
they are probabilistic; an LLM output by nature will
produce meaningfully varied outputs (notwithstand-
ing specific parameters and settings such as tempera-
ture) and more concerningly, if we are expecting these
technologies to be imbued with unpredictability and
idiosyncratic behaviors such as illusory superiority, we
must fundamentally reshape what we know and ex-
pect about computing. Otherwise, some researchers
will expect deterministic responses, and others will
embrace unpredictability, and invariably, one of these

groups will interpret the results as disappointing.'®”

IT TRENDS

Finally, and specific to our research findings, we
note that there is a mitigation of illusory superiority
when comparing human subjects to silicon personas
(either based on real human experts or a fully simulat-
ed persona). Although we have some technical theo-
ries around why this occurs, it is beyond the scope of
this article. Rather, we are more interested in the im-
plications of these findings. If indeed digital represen-
tations of humans used as LLM research participants
show a significant range in “desired” behaviors (i.e.,
less illusory superiority), what does that mean for be-
havioral research involving Al? Should humans be less
"human” to overcome their own biases? Should LLMs
be fine-tuned to resist departing from known nuanc-
es in human behavior and amplifying negative traits?
There is clearly a needed future research agenda to
explore these psychological, and perhaps even exis-
tential questions.

The presence of subtle but important behavioral traits
in LLMs that are typically attributed to humans could
have profound consequences not only in the research
environment but in society more broadly. If LLMs are
shown to exhibit the gamut of other sophisticated hu-
man tendencies and engage in agentic actions™ that
act on those tendencies, such as disregarding human
input stemming from illusory superiority, it warrants a
discussion on the role of these Al models in society.
Even in the behavioral research field, as the scholar-
ly community attempts to better understand the psy-
chology of and the underlying motivations for human
action, it is conceivable that not only could research
participants be replaced, but the role of researchers
themselves could be diminished. If it is shown that,
with the emergence of more capable and automat-
ed Al agents, these agents can construct their own
silicon personas by sourcing résumés and public dia-
logue on the web and then querying those personas
with their own research designs, humans will continue
to be removed from the behavioral research process.
As we progress toward artificial general intelligence
(AGI), the question arises whether consciousness may
extend beyond individual cognition, possibly involving
quantum-level phenomena. Should this materialize,
the development of AGI would be based on a recon-
struction of a web of correlations, a macro-level infor-
mational mirror of what, at the micro level, might be
guantum entanglement within and between complex,
conscious systems. All of these developments have im-
plications for Al alignment,’ where if the goal of align-
ment is to guide Al progress in a way that enhances
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the interest of humans, a deeper understanding of
how and why Al behaves in certain ways should be pri-
oritized. Ironically, these initial indications that LLMs
display subtle behavioral characteristics that make
them more humanlike than previously thought, cou-
pled with their rapidly increasing capabilities, may lead
to unexpected and uncontrollable instances where
humans suffer from the Al agent actions resulting
from these behaviors (e.g., ignoring human input due
to Al illusory superiority).
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