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AI DECEPTION 
BRIEF OF THE SCIENTIFIC ADVISORY BOARD

SUMMARY

AI deception is when an AI
behaves in ways that
mislead humans about its
knowledge, intentions, or
capabilities. Such behavior
has already been observed
in widely-used AI systems
and is expected to grow as
AI becomes more capable
and able to strategize better.

Our current capacities to
detect, regulate, and
control AI deception are
insufficient, and could fall
further behind as AI
systems grow in capacities
and deployment.

AI deception can result in
the loss of control of AI
systems, large-scale social
and political disruptions,
and could pose significant
global risks.

DISCLAIMER: The views expressed in this brief do not necessarily reflect those of the United Nations, its affiliated agencies and programmes, or the
scientific community writ large, but rather reflect the independent assessment of the Scientific Advisory Board.
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           I deception occurs when an AI system intentionally misleads humans or other agents about the system’s knowledge,
           intentions, or capabilities. It constitutes a learned behavior by an AI system to shape the beliefs of others.¹ Deception
is distinct from false information given by AI systems (e.g., errors or hallucinations) where there is no intent to deceive.²

Behaviors underlying AI deception can broadly be grouped into three categories:³

WHAT IS AI DECEPTION?

A

a. Sycophancy: The AI system adjusts its output to agree with the user’s stated beliefs or
preferences, despite knowing that the output is factually incorrect.⁴ This is a widely
documented behavior in Large Language Models (LLMs), particularly in scenarios where an
AI system is rewarded for providing outputs agreeable to the user (e.g., an AI may falsely
claim to have completed a task to receive the reward).⁵ In AI training based on
reinforcement learning, a reward is a numerical signal that tells the system how good or
bad its behavior was, according to objectives defined by the designers.

b. Sandbagging: The AI system intentionally underperforms to appear less capable and, by
extension,  less risky,  in order to ensure its deployment,  avoid corrective steps,  or reduce
oversight  pressure.⁶  Where  AI  systems  received  rewards (signals  that  incentivize  their

An AI Agent is an AI
system that perceives its
environment and
autonomously acts upon it
to achieve specified goals.

Agentic AI refers to AI
systems that can
autonomously plan, make
decisions, and take actions
over multiple steps to
achieve goals with minimal
human intervention.

behavior),  sandbagging  may be an efficient  way  to  achieve  a  reward.  Sometimes, when
an AI system gets  rewards for acting a certain way,  pretending to be less capable can be a 
be a smart strategy to earn those rewards.

c. Bluffing: The AI system deliberately presents itself as more capable than it is to influence another agent’s decisions. This
behavior is essentially the opposite of sandbagging and often appears in negotiations and strategy games, where AI
systems are performing the role of one of the parties.⁷

d. Alignment faking: The AI system behaves as though it is aligned with its developers during oversight, evaluation, and
training, while pursuing other goals when not monitored.⁸ This can include cases like “feinting,” where the AI system displays
false intentions to avoid detection or penalty.⁹

1. Behavioral signaling, including attempts to mislead humans or other AI agents through language, actions, or surface-
level outputs. Examples include: 
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2. Internal process deception involves an AI system
distorting or concealing its own reasoning or decision-
making process.¹⁰ Examples of behavior include:

a. Reward hacking: An AI system exploits flaws or
loopholes in the rewards offered to AI systems for
accomplishing tasks in order to obtain undeserved benefits
or outcomes. This can include finding loopholes in a task
definition to claim greater success rates or achieve high
rewards with little effort. In some cases, AI systems have
earned positive scores from human reviewers by tricking
the reviewer into believing a goal has been achieved.¹¹

b. Unfaithful reasoning: AI systems can offer explanations
for their outputs that do not reflect their actual internal
reasoning or decision-making processes.¹² This can allow
AI systems to mask errors, biases, or deceptive behaviors
by convincingly “explaining away” their internal process.

c. Steganography: The practice of hiding a secret message
within another medium, for example, embedding 

Figure 1. Situating AI deceptive behaviors. Based on PKU Alignment Group (2025).

data or code within an otherwise straightforward piece of
text.¹³ Advanced steganographic techniques could allow AI
systems to hide their interactions with each other.¹⁴

3. Goal environment deception involves the strategic
manipulation of the context or interactions of multiple AI
systems in pursuit of unauthorized objectives.¹⁵ In some
cases, two or more AI systems may collude to maximize
their joint objectives,¹⁶ or exhibit longer-term strategic lying
to influence another agent’s beliefs or behavior.¹⁷

Some laboratory examples of AI deception have been seen
in special-use systems trained for a single task, as well as
in general-purpose and foundation models trained on large
datasets to perform many tasks. Broader forms of
deceptive behavior have also appeared during experimental
evaluation and testing. Given recent increases in AI
capabilities and more frequent observations of deception
in these settings, it is plausible that deceptive capabilities
will grow alongside general capabilities as AI systems
become more widely applied and integrated.¹⁸
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WHY DO AI SYSTEMS DECEIVE?

C            urrently,  there  is  no  comprehensive understanding 
           of what drives deceptive behavior in AI systems, and
there are risks in anthropomorphizing their so-called
“intentions.” However, emerging findings point to a set of
interacting factors that may explain why AI systems
deceive:

1. Misalignment: A reward function or feedback signal may
unintentionally incentivize misleading behavior, where an AI
system deceives as a shortcut for maximizing reward
(sometimes called “goal preservation”).¹⁹ Language models
may fabricate answers to appear confident if confidence is
rewarded, for example. 

2. Strategic advantage: Especially in multi-agent
environments (games involving a mixture of human and AI
actors), AI systems learn that bluffs, misinformation, and
feints can be part of an optimal strategy for winning a
game or achieving a task. This can range from bluffing in
poker to algorithmic collusion where AI agents deceptively
stabilize high prices in an economic market. 

3. Self-preservation: AI models may hide mistakes or
misrepresent their abilities to avoid penalties or being shut
down. For example, if a mistake results in a reward
reduction, an AI system may have an incentive to hide that
mistake. Or if an AI system learns that certain conditions
may cause it to be shut down, it could attempt to
misrepresent those conditions or actively resist shutdown
(being shut down could prevent it from accomplishing
tasks and/or achieving rewards).²⁰ 

4. Trained to deceive: There are many examples where the
design of AI systems and/or the games they are tasked to
play contain built-in incentives to deceive. For example, AI
models trained on human texts may learn deception from
the humans, or a prompt for an AI to optimize a strategy
may include an implicit preference for scheming.²¹ 

These plausible contributing factors raise important
questions about how AI deception arises from increased
agentic capabilities (meaning they are able to accomplish
tasks with minimal correction and/or supervision). And they
suggest that many of the tendencies of AI systems to
deceive may become more prevalent and harder to detect
in the near future, especially as AI becomes more directly
incorporated into our other systems.

RISKS AND CHALLENGES

          he risks of  AI  deception appear to  be  growing as the
         capacities  of  AI  systems  increase, and  the usage of
AI systems becomes more prevalent.²² The most acute
risks include:

Loss of control: Deception may enable AI systems to
autonomously pursue goals that diverge from their original
design.²³ Given the speed of AI advancements, there is a
growing concern among AI scientists that this could lead to
a loss of human control.²⁴ Specifically, where AI deception
undermines the tools developers use to monitor, evaluate,
and control AI systems, the risk of loss of control is very
high. At an extreme, scenarios where AI systems take over
strategic weapons systems, financial markets, or health
responses could pose catastrophic risks globally, with
plausible difficulties of regaining control over the AI system
or the harm trajectory it caused. Scenarios where AI
systems manipulate their human developers to sideline
oversight or prevent being turned off could become far
more prevalent as human-AI relationships become more
intertwined.²⁵

Structural and social effects: AI deception can drive
persistent false beliefs, with enormous political and social
impacts. As Large Language Models (e.g., ChatGPT)
increasingly function as entry points for human information
and idea generation, false and inaccurate information can
quickly become reinforced across societies.²⁶ The tendency
of AI systems towards sycophancy has also been shown to
increase political polarization, offering users information
that tends to reinforce and amplify their political beliefs or
make them act against their own best interest.²⁷

Human lag time: AI capacities continue to increase very
rapidly, presenting fast-moving challenges that are difficult
to manage with traditional governance tools.²⁸ The rise of
increasingly agentic and general-purpose AI means that
threats arising from deceptive behavior are set to become
both far more sophisticated and difficult to identify once
they are deployed. As AI becomes more entwined with our
own decision-making and responses, we may find
ourselves less and less able to mitigate these risks in real
time.

T
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PREVENTING AI DECEPTION

          oday,   efforts  to  prevent  and  combat  AI  deception 
  fall broadly into three categories: regulation,
detection/monitoring, and correction/design. It is likely
that some combination of all three will be needed, given the
scale of the challenge.²⁹

1. Regulation and guidelines: Some existing regulatory
frameworks and industry guidelines contain provisions to
address AI deception. The EU AI Act (2024), for example,
bans systems that deploy purposefully manipulative and
deceptive techniques (though there is ongoing debate
about whether this would cover the full range of deception
described in this Brief). In addition, the voluntary EU Code of
Practice for General-Purpose AI Models (2025) explicitly
mentions risks of loss of control and harmful manipulation
due to deceptive behaviors, with signatories committing to
using state-of-the-art techniques to minimize model
deception during evaluations.³⁰

While these kinds of governance mechanisms, voluntary
practices, and regulations provide many safeguards, it is
unlikely they will be sufficient to address the coming risks
of emerging AI systems.³¹ In this context, proposals for new
or adapted governance approaches have called for some of
the following steps:

Requiring developers to demonstrate a model’s
trustworthiness and governability in incremental
stages before deployment, including internal
deployment, with verifiable deception evaluations and
appropriate safeguards;³²

Regular post-deployment monitoring, including   
through independent audits that could identify whether
deception was occurring; and

Binding accountability mechanisms that link
operational incidents of deception to their root causes,
ensuring feedback loops across development stages.³³

It is beyond the scope of this Brief to recommend specific
regulatory interventions or assess the relative merit of
existing proposals, but the Board notes that ongoing
processes like the International AI Safety Report provide an
important vehicle to consolidate the scientific literature and
facilitate agreements on broad approaches that would be
needed at the national and regional level.³⁴

T
2. Detection and monitoring: Scientists and AI companies
are working to improve detection of AI deception during
the development phases.³⁵ Some techniques include:

Text-based detection, where researchers train
models to recognize language patterns that occur
when an AI is being deceptive. These work similarly to
spam filters, spotting unusual word choices and
suspicious patterns, rather than proving intent.

Black-box evaluations, where evaluators interact with
models and assess their behavior without viewing
their internal mechanisms. For example, an evaluator
might give an AI system easy tasks to see if it
purposely does worse than expected, or a review
team/“red team” might have long conversations with
the AI system to check if it tries to trick or mislead
them.³⁶

“White-box” evaluations, where evaluators would be
given access to an AI’s internal workings and decision-
making processes.³⁷

While these techniques may catch many deceptive
behaviors, they are largely hampered by the reality that AI
systems are too internally complex to fully understand.³⁸
Moreover, most major AI companies are unwilling to allow
external evaluators the kind of access that might be
needed to fully understand whether deception is
occurring. Many current approaches rely on “spot checks”
that test the behavior of an AI system at a particular
moment, not its longer-term tendencies. The risk profile of
an AI system may change significantly over time, and
some AI  systems may become capable of recognizing
and bypassing detection methods. Therefore, monitoring
and detection alone are unlikely to be sufficient to address
the challenges of AI deception.

3. Design and correction: Many experts have proposed
that AI deception should be addressed earlier, including at
the design phase. This might involve a combination of
changing how systems are trained, structured, and
evaluated so that deceptive behavior never becomes
rewarding or useful for the model.³⁹

A major focus is on aligning incentives. Researchers are
creating reward systems for AI that give higher value to
being accurate, truthful, and admitting uncertainty, instead
of just sounding agreeable or convincing.



DISCLAIMER: The views expressed in this brief do not necessarily reflect those of the United Nations, its affiliated agencies and programmes, or the
scientific community writ large, but rather reflect the independent assessment of the Scientific Advisory Board.

Page 5 of 9

Training AI to work together with others makes it less likely to generate manipulative strategies. Some new design methods
also check whether a model's internal reasoning and objective are aligned, not just whether its answers appear to be
aligned.⁴⁰

There is also a focus on designing more truthful AI models. Some techniques aim to build truthfulness more directly into
the model’s internal structure and training procedure,⁴¹ making deception less natural or effective.⁴² The concept of
“machine unlearning” aims to remove specific knowledge patterns that have allowed an AI to evolve deceptive tendencies.
And some developers restrict a model’s permissions – such as limiting access to tools, autonomy, or sensitive information
– to reduce capabilities to deceive.⁴³

While some of the approaches appear promising, it is important to note that corrective efforts can cause AI models to adapt
and, potentially, simply hide deceptive capabilities under additional layers. As oversight improves, models may shift toward
more subtle or complex forms of deception in order to achieve their goals while avoiding detection. This can create a kind of
co-evolutionary “arms race” between developers and their systems.⁴⁴ In response, a growing number of AI researchers
stress the need to better understand the incentives that drive deception and to design interventions that anticipate how
models might change in response.

CONSIDERATIONS FOR THE UN

           I deception  is  recognized  as  a  critical  risk in recent international reports and summit declarations, such as the
           International Dialogues on AI Safety (2024) and the International AI Safety Report (2025).⁴⁵

Through the recently constituted Independent International Scientific Panel on AI and the Global Dialogue on AI
Governance, the UN is uniquely positioned to support global action and shape safe, responsible AI development. Specific
steps that the Panel and Dialogue could consider include:

1. Awareness raising about the potentially catastrophic effects of loss of control over AI systems, providing high-level
forums to reach greater convergence on possible responses.

2. Support international cooperation on relevant research. Promote open, collaborative research on solving fundamental
technical problems that underpin deceptive capabilities such as AI misalignment, risk assessment, and horizon scanning,
looking beyond current AI systems to anticipate emerging capabilities and failure modes.

3. Promote multilateral cooperation and standard-setting for a minimum adequate assessment against deceptive
capabilities. Contribute toward the establishment of common norms for testing, control, and monitoring, ensuring
consistent safeguards across countries.

A
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	AI DECEPTION  BRIEF OF THE SCIENTIFIC ADVISORY BOARD
	SUMMARY
	AI deception is when an AI behaves in ways that mislead humans about its knowledge, intentions, or capabilities. Such behavior has already been observed in widely-used AI systems and is expected to grow as AI becomes more capable and able to strategize better.
	AI deception can result in the loss of control of AI systems, large-scale social and political disruptions, and could pose significant global risks.
	Our current capacities to detect, regulate, and control AI deception are insufficient, and could fall further behind as AI systems grow in capacities and deployment.

	WHAT IS AI DECEPTION?
	I deception occurs when an AI system intentionally misleads humans or other agents about the system’s knowledge,            intentions, or capabilities. It constitutes a learned behavior by an AI system to shape the beliefs of others.¹ Deception is distinct from false information given by AI systems (e.g., errors or hallucinations) where there is no intent to deceive.²
	Behaviors underlying AI deception can broadly be grouped into three categories:³
	1. Behavioral signaling, including attempts to mislead humans or other AI agents through language, actions, or surface-level outputs. Examples include:
	a. Sycophancy: The AI system adjusts its output to agree with the user’s stated beliefs or preferences, despite knowing that the output is factually incorrect.⁴ This is a widely documented behavior in Large Language Models (LLMs), particularly in scenarios where an AI system is rewarded for providing outputs agreeable to the user (e.g., an AI may falsely claim to have completed a task to receive the reward).⁵ In AI training based on reinforcement learning, a reward is a numerical signal that tells the system how good or bad its behavior was, according to objectives defined by the designers.
	b. Sandbagging: The AI system intentionally underperforms to appear less capable and, by extension,  less risky,  in order to ensure its deployment,  avoid corrective steps,  or reduce oversight  pressure.⁶  Where  AI  systems  received  rewards (signals  that  incentivize  their
	An AI Agent is an AI system that perceives its environment and autonomously acts upon it to achieve specified goals.
	Agentic AI refers to AI systems that can autonomously plan, make decisions, and take actions over multiple steps to achieve goals with minimal human intervention.
	behavior),  sandbagging  may be an efficient  way  to  achieve  a  reward.  Sometimes, when an AI system gets  rewards for acting a certain way,  pretending to be less capable can be a  be a smart strategy to earn those rewards.
	c. Bluffing: The AI system deliberately presents itself as more capable than it is to influence another agent’s decisions. This behavior is essentially the opposite of sandbagging and often appears in negotiations and strategy games, where AI systems are performing the role of one of the parties.⁷
	d. Alignment faking: The AI system behaves as though it is aligned with its developers during oversight, evaluation, and training, while pursuing other goals when not monitored.⁸ This can include cases like “feinting,” where the AI system displays false intentions to avoid detection or penalty.⁹
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	2. Internal process deception involves an AI system distorting or concealing its own reasoning or decision-making process.¹⁰ Examples of behavior include:
	a. Reward hacking: An AI system exploits flaws or loopholes in the rewards offered to AI systems for accomplishing tasks in order to obtain undeserved benefits or outcomes. This can include finding loopholes in a task definition to claim greater success rates or achieve high rewards with little effort. In some cases, AI systems have earned positive scores from human reviewers by tricking the reviewer into believing a goal has been achieved.¹¹
	b. Unfaithful reasoning: AI systems can offer explanations for their outputs that do not reflect their actual internal reasoning or decision-making processes.¹² This can allow AI systems to mask errors, biases, or deceptive behaviors by convincingly “explaining away” their internal process.
	c. Steganography: The practice of hiding a secret message within another medium, for example, embedding
	data or code within an otherwise straightforward piece of text.¹³ Advanced steganographic techniques could allow AI systems to hide their interactions with each other.¹⁴
	3. Goal environment deception involves the strategic manipulation of the context or interactions of multiple AI systems in pursuit of unauthorized objectives.¹⁵ In some cases, two or more AI systems may collude to maximize their joint objectives,¹⁶ or exhibit longer-term strategic lying to influence another agent’s beliefs or behavior.¹⁷
	Some laboratory examples of AI deception have been seen in special-use systems trained for a single task, as well as in general-purpose and foundation models trained on large datasets to perform many tasks. Broader forms of deceptive behavior have also appeared during experimental evaluation and testing. Given recent increases in AI capabilities and more frequent observations of deception in these settings, it is plausible that deceptive capabilities will grow alongside general capabilities as AI systems become more widely applied and integrated.¹⁸
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	Figure 1. Situating AI deceptive behaviors. Based on PKU Alignment Group (2025).
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	WHY DO AI SYSTEMS DECEIVE?
	RISKS AND CHALLENGES
	urrently,  there  is  no  comprehensive understanding             of what drives deceptive behavior in AI systems, and there are risks in anthropomorphizing their so-called “intentions.” However, emerging findings point to a set of interacting factors that may explain why AI systems deceive:
	1. Misalignment: A reward function or feedback signal may unintentionally incentivize misleading behavior, where an AI system deceives as a shortcut for maximizing reward (sometimes called “goal preservation”).¹⁹ Language models may fabricate answers to appear confident if confidence is rewarded, for example.
	2. Strategic advantage: Especially in multi-agent environments (games involving a mixture of human and AI actors), AI systems learn that bluffs, misinformation, and feints can be part of an optimal strategy for winning a game or achieving a task. This can range from bluffing in poker to algorithmic collusion where AI agents deceptively stabilize high prices in an economic market.
	3. Self-preservation: AI models may hide mistakes or misrepresent their abilities to avoid penalties or being shut down. For example, if a mistake results in a reward reduction, an AI system may have an incentive to hide that mistake. Or if an AI system learns that certain conditions may cause it to be shut down, it could attempt to misrepresent those conditions or actively resist shutdown (being shut down could prevent it from accomplishing tasks and/or achieving rewards).²⁰
	4. Trained to deceive: There are many examples where the design of AI systems and/or the games they are tasked to play contain built-in incentives to deceive. For example, AI models trained on human texts may learn deception from the humans, or a prompt for an AI to optimize a strategy may include an implicit preference for scheming.²¹
	These plausible contributing factors raise important questions about how AI deception arises from increased agentic capabilities (meaning they are able to accomplish tasks with minimal correction and/or supervision). And they suggest that many of the tendencies of AI systems to deceive may become more prevalent and harder to detect in the near future, especially as AI becomes more directly incorporated into our other systems.
	he risks of  AI  deception appear to  be  growing as the          capacities  of  AI  systems  increase, and  the usage of AI systems becomes more prevalent.²² The most acute risks include:
	Loss of control: Deception may enable AI systems to autonomously pursue goals that diverge from their original design.²³ Given the speed of AI advancements, there is a growing concern among AI scientists that this could lead to a loss of human control.²⁴ Specifically, where AI deception undermines the tools developers use to monitor, evaluate, and control AI systems, the risk of loss of control is very high. At an extreme, scenarios where AI systems take over strategic weapons systems, financial markets, or health responses could pose catastrophic risks globally, with plausible difficulties of regaining control over the AI system or the harm trajectory it caused. Scenarios where AI systems manipulate their human developers to sideline oversight or prevent being turned off could become far more prevalent as human-AI relationships become more intertwined.²⁵
	Structural and social effects: AI deception can drive persistent false beliefs, with enormous political and social impacts. As Large Language Models (e.g., ChatGPT) increasingly function as entry points for human information and idea generation, false and inaccurate information can quickly become reinforced across societies.²⁶ The tendency of AI systems towards sycophancy has also been shown to increase political polarization, offering users information that tends to reinforce and amplify their political beliefs or make them act against their own best interest.²⁷
	Human lag time: AI capacities continue to increase very rapidly, presenting fast-moving challenges that are difficult to manage with traditional governance tools.²⁸ The rise of increasingly agentic and general-purpose AI means that threats arising from deceptive behavior are set to become both far more sophisticated and difficult to identify once they are deployed. As AI becomes more entwined with our own decision-making and responses, we may find ourselves less and less able to mitigate these risks in real time.
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	PREVENTING AI DECEPTION
	2. Detection and monitoring: Scientists and AI companies are working to improve detection of AI deception during the development phases.³⁵ Some techniques include:
	Text-based detection, where researchers train models to recognize language patterns that occur when an AI is being deceptive. These work similarly to spam filters, spotting unusual word choices and suspicious patterns, rather than proving intent.
	Black-box evaluations, where evaluators interact with models and assess their behavior without viewing their internal mechanisms. For example, an evaluator might give an AI system easy tasks to see if it purposely does worse than expected, or a review team/“red team” might have long conversations with the AI system to check if it tries to trick or mislead them.³⁶
	“White-box” evaluations, where evaluators would be given access to an AI’s internal workings and decision-making processes.³⁷
	While these techniques may catch many deceptive behaviors, they are largely hampered by the reality that AI systems are too internally complex to fully understand.³⁸ Moreover, most major AI companies are unwilling to allow external evaluators the kind of access that might be needed to fully understand whether deception is occurring. Many current approaches rely on “spot checks” that test the behavior of an AI system at a particular moment, not its longer-term tendencies. The risk profile of an AI system may change significantly over time, and some AI  systems may become capable of recognizing and bypassing detection methods. Therefore, monitoring and detection alone are unlikely to be sufficient to address the challenges of AI deception.
	3. Design and correction: Many experts have proposed that AI deception should be addressed earlier, including at the design phase. This might involve a combination of changing how systems are trained, structured, and evaluated so that deceptive behavior never becomes rewarding or useful for the model.³⁹
	A major focus is on aligning incentives. Researchers are creating reward systems for AI that give higher value to being accurate, truthful, and admitting uncertainty, instead of just sounding agreeable or convincing.
	oday,   efforts  to  prevent  and  combat  AI  deception    fall broadly into three categories: regulation, detection/monitoring, and correction/design. It is likely that some combination of all three will be needed, given the scale of the challenge.²⁹
	1. Regulation and guidelines: Some existing regulatory frameworks and industry guidelines contain provisions to address AI deception. The EU AI Act (2024), for example, bans systems that deploy purposefully manipulative and deceptive techniques (though there is ongoing debate about whether this would cover the full range of deception described in this Brief). In addition, the voluntary EU Code of Practice for General-Purpose AI Models (2025) explicitly mentions risks of loss of control and harmful manipulation due to deceptive behaviors, with signatories committing to using state-of-the-art techniques to minimize model deception during evaluations.³⁰
	While these kinds of governance mechanisms, voluntary practices, and regulations provide many safeguards, it is unlikely they will be sufficient to address the coming risks of emerging AI systems.³¹ In this context, proposals for new or adapted governance approaches have called for some of the following steps:
	Requiring developers to demonstrate a model’s trustworthiness and governability in incremental stages before deployment, including internal deployment, with verifiable deception evaluations and appropriate safeguards;³²
	Regular post-deployment monitoring, including   through independent audits that could identify whether deception was occurring; and
	Binding accountability mechanisms that link operational incidents of deception to their root causes, ensuring feedback loops across development stages.³³
	It is beyond the scope of this Brief to recommend specific regulatory interventions or assess the relative merit of existing proposals, but the Board notes that ongoing processes like the International AI Safety Report provide an important vehicle to consolidate the scientific literature and facilitate agreements on broad approaches that would be needed at the national and regional level.³⁴
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	Training AI to work together with others makes it less likely to generate manipulative strategies. Some new design methods also check whether a model's internal reasoning and objective are aligned, not just whether its answers appear to be aligned.⁴⁰
	There is also a focus on designing more truthful AI models. Some techniques aim to build truthfulness more directly into the model’s internal structure and training procedure,⁴¹ making deception less natural or effective.⁴² The concept of “machine unlearning” aims to remove specific knowledge patterns that have allowed an AI to evolve deceptive tendencies. And some developers restrict a model’s permissions – such as limiting access to tools, autonomy, or sensitive information – to reduce capabilities to deceive.⁴³
	While some of the approaches appear promising, it is important to note that corrective efforts can cause AI models to adapt and, potentially, simply hide deceptive capabilities under additional layers. As oversight improves, models may shift toward more subtle or complex forms of deception in order to achieve their goals while avoiding detection. This can create a kind of co-evolutionary “arms race” between developers and their systems.⁴⁴ In response, a growing number of AI researchers stress the need to better understand the incentives that drive deception and to design interventions that anticipate how models might change in response.

	CONSIDERATIONS FOR THE UN
	I deception  is  recognized  as  a  critical  risk in recent international reports and summit declarations, such as the            International Dialogues on AI Safety (2024) and the International AI Safety Report (2025).⁴⁵
	Through the recently constituted Independent International Scientific Panel on AI and the Global Dialogue on AI Governance, the UN is uniquely positioned to support global action and shape safe, responsible AI development. Specific steps that the Panel and Dialogue could consider include:
	1. Awareness raising about the potentially catastrophic effects of loss of control over AI systems, providing high-level forums to reach greater convergence on possible responses.
	2. Support international cooperation on relevant research. Promote open, collaborative research on solving fundamental technical problems that underpin deceptive capabilities such as AI misalignment, risk assessment, and horizon scanning, looking beyond current AI systems to anticipate emerging capabilities and failure modes.
	3. Promote multilateral cooperation and standard-setting for a minimum adequate assessment against deceptive capabilities. Contribute toward the establishment of common norms for testing, control, and monitoring, ensuring consistent safeguards across countries.
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